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Espen Tallaksen, CEO, EmLogic

The UVVM Requirements Traceability Matrix

Simplifying the 
requirements 
tracking journey 
with the 
UVVM 
Requirements 
Traceability 
Matrix

So, what is requirements tracking and how can it be 
made simpler? At its most basic, it’s the process of 
ensuring that all requirements in a specification have 
been properly verified. A prerequisite is, of course, to 
have clearly specified requirements. For a very simple 
motor controller, some of the requirements could be as 
shown in figure 1. There would normally be a lot more 
but reducing it to five makes it easier to explain. This 
example illustrates four normal operation requirements 
and one for what should happen in the event of an 
illegal module setup:

Requirement specification 
Once you have the requirements, the tracking part 
starts to get more complicated the further you go into 
the process. For example, the requirements must be 
specified somewhere, like Excel, Word, Jira, etc, and 
should be properly labelled in order to easily recognize 
and reference the various requirements. 

For FPGA engineers, 
requirements tracking often 
feels like a balancing act 
between precision and 
practicality. 

Specifications may be vague, inconsistent, 
or scattered across multiple tools or 
documents, making it difficult to ensure 
complete coverage. Verification teams 
struggle with inefficient one-to-one 
mapping between requirements and test 
cases. For mission-critical and safety-
related projects, regulations add another 
layer of complexity, mandating strict 
traceability and verification in predefined 
test cases. As a result, the process quickly 
becomes time-consuming, error-prone, 
and hard to maintain across large as well 
as small projects.

Figure 1: Requirements

- The acceleration shall be ***
- The top speed shall be maximum ***
- The deceleration shall be ***
- The final position shall be ***
- An illegal setup shall result in ***
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There is no standard way of doing this labelling, 
and companies do it in many different ways, from 
long prosaic names like Req_acceleration_max, via 
various types of abbreviations like Req_Acc_3, to pure 
numeric labels like R_14. There is no right or wrong 
here, but some notations and approaches make the 
development process a bit easier, especially for the 
requirements definition phase.

Examples of this could be to use names like R_UART_
TX_2_STOP_BITS or R_UART_TX_5, rather than just 
R_251, but there could be good reasons for most 
approaches. The important point is to have a well-
defined system that suits your needs. Let us assume 
that the motor controller requirements are defined as 
in figure 2:

A common but very inefficient 
approach
Quite a few projects apply a one-to-one approach 
to Requirement vs Test, where they run a 
dedicated test case per requirement. This way, 
they can get the total overview and generate 
a report from the test case label (or name or 
summary) from all test cases executed. So 100 
test cases are needed for 100 requirements. This is 
often extremely inefficient. In the case of our four 
normal operation motor requirements, we would 
need to run four test cases as shown in figure 4. 
But this is a major waste of time when we could 
have run the tests in series as shown in figure 5.

Figure 2: Requirements list

Requirement
Label

Description

The acceleration shall be ***

The top speed shall be given by ***

The deceleration shall be ***

The final position shall be *** 

An illegal setup shall result in ***

Motor_R1

Motor_R2

Motor_R3

Motor_R4

Motor_R5

Figure 4: Inefficient test case execution

TC1 R1
TC2 R2
TC3 R3
TC4 R4

Figure 5: Efficient test case execution

TC_A
R1 R2 R3 R4

This is a very simplified example. In most projects, 
there could be 50, 100, 200 or more requirements. 
So what if, in the motor controller example, there 
were 100 requirements out of which 40 could 
be run in sequence, and what if the majority 
of these requirements could only be properly 
verified close to the end of the deceleration? 
The inefficient approach might take potentially 
30 times the simulation time compared to the 
efficient approach. For most projects using the 
inefficient approach, it seems the reason is just tool 
restrictions.

Predefined requirement vs Test 
case relation
Very often, it’s not important in which test case a 
requirement is verified, as long as it is verified, but 
for mission-critical and safety-related projects, 
regulations come into play. A good example is 
DO-254 from the Radio Technical Commission 
for Aeronautics (RTCA), which defines the design 
assurance process for airborne electronic 
hardware such as FPGAs and ASICs.

The Requirements Traceability 
Matrix
There are two ways of seeing the tracking of 
requirements vs the test case in which they are 
verified. Forward traceability shows which test cases 
verify each requirement. Backward traceability shows 
which requirements are verified by each test case. 
The combination of these yields the Requirements 
Traceability Matrix (RTM). This could be shown as a 
real matrix, as indicated in figure 3, but very often it is 
just shown as two separate tables showing forward 
and backward traceability respectively.

Figure 3: Requirements Traceability Matrix

Test A

Req 1

Req 2

Req 3

Req 4

Test B Test C
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Under such regulations, each requirement must be 
verified in the test case specified in the verification 
plan. Verification of a requirement in a non-specified 
test case will be ignored and not count towards 
compliance.

Specifying up-front in which test case a requirement 
should be verified, prior to implementing the 
testbenches and test cases, is an old-fashioned and 
rather inefficient approach to requirements tracking. 
This probably made sense when requirements 
tracking was a manual job, but with modern 
automated tools for requirements tracking, this is 
no longer the case. With such tools, you can easily 
generate an RTM along with other useful reports.

However, there are still many applications and 
projects, including all of those which are mission-
critical or safety-related, where it is mandatory 
to specify in which test case a requirement must 
be executed. This must be supported by the 
development process and preferably also by the 
tools. For such an approach, the requirement 
list given at the start must be extended with the 
required test case, as shown in figure 6:

It would be far more efficient to add corresponding 
sub-requirements in the requirements tracking tool 
rather than the Requirement Specification. However, 
to achieve this, we need support for sub-requirement 
handling in the tool itself.

Other important aspects
So far, we’ve discussed standard simple scenarios, but 
there are other aspects that often apply:

1.	 A requirement must be tested in one specific test 
case, but also tested in other test cases, with or 
without errors

2.	 A requirement must be tested in multiple specified 
test cases

3.	 A requirement may be tested in only one out of 
multiple specified test cases

4.	 Reuse of verified modules and testbenches from a 
previous project may fail compliance if requirement 
labels or groupings differ in the new project. For 
example, even if the same UART design and 
testbench are reused, differing requirement labels 
or groupings mean the verification results no 
longer map correctly to the new specification, and 
compliance is lost.

All of this could be handled manually, but that would 
be time-consuming, error-prone and boring.

Step in UVVM
This is where the Universal VHDL Verification 
Methodology (UVVM) can help. The free and 
open‑source framework designed to make FPGA 
and ASIC verification more structured, efficient, and 
reusable is already used by 27 percent of FPGA 
engineers and provides a standardized architecture 
with ready‑made verification components, utilities, 
and libraries that simplify the creation of testbenches.

First launched in 2015, UVVM has evolved over time 
in collaboration with major partners like the European 
Space Agency (ESA). One of our first projects with 
ESA was to enhance the functionality of UVVM yet 
further with essential improvements that introduced 
specification coverage, or requirements tracking, 
to the project. Importantly, the functionality is fully 
compliant with the needs of mission-critical ESA 
projects. Very soon after the release, we got feedback 
from users that they had successfully used the UVVM 
Specification Coverage capability for various safety 
applications including DO-254. It meets all of the 
requirements and provides a ready-made roadmap 
to handle and unify every step of the requirements 
tracking journey in one place.

Compound requirements
Very often, the tracking requirements from sales, 
higher-level system requirements or other sources 
are vague or a combination of multiple, more or 
less related requirements. A requirement may 
sometimes just refer to a complete protocol like 
UART or AXI-stream, or a table of various modes. 
This is quite common but it can be difficult to ensure 
we’ve covered all relevant functionality in our test 
cases. So how can this be handled?

From general feedback, just remembering to 
check it all seems to be the most common 
approach, but it would be better to modify the 
Requirement Specification to extend or split the 
initial requirements. This would mean modifying 
the potentially already approved Requirement 
Specification document, however, which could 
be bad for both manpower usage, schedule and 
deliveries. 

Figure 6: Requirement list with test cases

Requirement Description

The acceleration shall be ***

The top speed shall be given by ***

The deceleration shall be ***

The final position shall be *** 

An illegal setup shall result in ***

Motor_R1

Motor_R2

Motor_R3

Motor_R4

Motor_R5

To be 
tested in

TC_A

TC_A

TC_A

TC_B

TC_A

https://resources.sw.siemens.com/en-US/white-paper-2024-wilson-research-group-ic-asic-functional-verification-trend-report/
https://resources.sw.siemens.com/en-US/white-paper-2024-wilson-research-group-ic-asic-functional-verification-trend-report/
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The UVVM Requirements Traceability Matrix

Getting started with UVVM 
Specification Coverage
It’s easy to introduce requirements tracking to your 
workflow with UVVM, and starts with four steps:

1.	 Make a CSV file with labelled requirements – 
with or without test cases specified. 
Often this can be generated automatically from 
Word, Excel or Jira.

2.	 Implement your testbench and test case(s) as 
before with the following commands written 
inside the test cases:

a.	initialize_req_cov() at the start of your 
test case

b.	tick_off_req_cov() for each requirement 
you have verified

c.	finalize_req_cov() at the end of your 
test case

3.	 Run (simulate) your test case(s). This will 
generate a partial coverage file per test case

4.	 Run a simple Python script to accumulate the 
coverage from all partial coverage files 
(Not strictly needed if there is only one test 
case)

This will generate all of the report files needed.

Then we could run the Python script (run_spec_cov.py) to accumulate the result 
over all the partial coverage files (here, only two) to generate the RTM files. The 
following two files would normally be the most interesting and yield a complete 
RTM via the forward and backward traceability files, as shown in figures 9 and 10.

*.req_compliance_minimal.csv
Motor_R1,  tc_a,  COMPLIANT
Motor_R2,  tc_a,  COMPLIANT
Motor_R3,  tc_a,  COMPLIANT
Motor_R4,  tc_a,  COMPLIANT
Motor_R5,  tc_b,  COMPLIANT

Figure 9: Forward traceability

*.testcase_list.csv
tc_a, PASS, Motor_R1 & Motor_R2 & Motor_R3 & Motor_R4 
tc_b, PASS, Motor_R2 & Motor_R5 

Figure 10: Backward traceability

Partial coverage
‘partial cov tc a.csv’
TESTCASE_NAME: tc_a
Motor_R1, tc_a,PASS
Motor_R2, tc_a,PASS
Motor_R3, tc_a,PASS
Motor_R4, tc_a,PASS
SUMMARY, tc_a, PASS

Figure 7: Partial coverage TC_A 

Partial coverage
‘partial cov tc b.csv’
TESTCASE_NAME: tc_b
Motor_R2, tc_b,PASS
Motor_R5, tc_b,PASS
SUMMARY, tc_b, PASS

Figure 8: Partial coverage TC_B

The Requirements 
Traceability Matrix
Following the workflow for the motor controller, 
let’s assume that in test case TC_B, where we’re 
checking for illegal module setup (Motor_R5), 
we also check requirement Motor_R2.  This 
would yield the partial coverage files shown in 
figures 7 and 8:
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Summary
It is unfortunately quite common during 
FPGA development to tick off somewhere, 
at some time, that a particular 
requirement has been tested, often just 
as a mental exercise. It is always better to 
use a written, repeatable and automated 
approach to guarantee requirements 
tracking has been conducted in a 
demonstrable and auditable manner. The 
UVVM Specification Coverage capability 
significantly simplifies such an approach.

The UVVM Requirements Traceability Matrix

Taking it one step further
UVVM can also generate additional files like: 

*.req_compliance_extended.csv which is 
similar to the minimal above, but includes all test 
cases where the relevant requirement has been 
verified. 

*.req_non_compliance.csv which lists all 
requirements (if any) that are non-compliant or not 
tested, and the reasons for any NON_COMPLIANCE.

*.warnings.csv which shows issues that the user 
should be aware of.

The example above showed a situation where all 
test cases pass. If a test case does not pass, the 
partial coverage file will show it as FAIL rather than 
PASS, and the coverage summary files will show 
NON_COMPLIANT rather than COMPLIANT, with the 
second parameter showing a reference to the non-
compliance file rather than the test case. The result 
of these reports is a very good overview of the RTM, 
the status and what potentially needs to be fixed.

This article is the second in a series from Espen 
Tallaksen about UVVM. You can read the first 
article, ‘How UVVM can result in faster and better 
FPGA verification’ in Issue 1 of the FPGA Horizons 
Journal online. In the next article, Espen will look 
at how UVVM enhanced randomization gives 
users a strong randomization capability and 
makes the functionality more understandable 
and readable.

https://www.fpgahorizons.com/journal/issue1
https://www.fpgahorizons.com/journal/issue1
https://www.knowres.com/
https://www.linkedin.com/company/knowledge-resources-gmbh/
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Avoiding costly respins:  
The case for pre-layout 
signal integrity

Dan Binnun, Founder, E3 Designers

Too often, engineering teams tackle these 
challenges in a reactive mode, only looking for 
problems after the core design work is done. A 
common workflow is to follow various collections 
of application notes, rules of thumb, and self-styled 
best practices that the team may have accumulated 
over their careers. After finishing the entire design, 
including schematic capture, PCB layout and the 
internal review steps required, the team will reach 
out to an internal or external engineer to perform 
post-layout signal integrity simulations. 

This is where alarm bells should be ringing loudly 
because the expectation (or rather, the hope) seems 
to be that the signal integrity exercise will result in 
a stamp of approval. It’s a matter of checking the 
box and moving onto fabrication and procurement. 
There are times, however, when serious issues are 
discovered that cannot be addressed with simple 
or straightforward changes. Sometimes there is a 
fundamental problem with something as basic as 
a connector choice, pin assignment, PCB material, 
or stackup design. A problem that can result in 
significant and costly rework, redesign and lengthy 
project delays.

While sometimes overlooked, signal 
integrity has an important role to play 
in the design of modern FPGA and 
System-on-Chip (SoC) printed circuit 
board assemblies (PCBAs). Neglecting 
the principles from the outset can lead 
to significant design issues, a problem 
which has become more prominent as 
data rates rise and the complexity of 
embedded systems follows in kind. 

Avoiding costly respins

A far better approach is a proactive one which allows 
for the back end of the process to act more as a 
confirmation step and remain far less disruptive to 
the workflow. The necessary trade-off, and often a 
pain-point for management, is the front-loading of 
signal integrity effort into the early stages of design. 
It shouldn’t be because the critical work begins 
long before the first trace is routed on the PCB. This 
pre-layout phase is where we make foundational 
decisions and do critical design work that will 
ultimately determine the success of our designs.

The cornerstones of pre-layout 
signal integrity
There are four key elements in the pre-layout 
phase, beginning with component selection. This 
goes beyond selecting the main FPGA or SoC and 
includes a holistic view of the entire signal path. 
From connectors and cables to clock generators 
and their associated termination components, every 
aspect of the channel should be considered. 

Stackup design and (dielectric) material selection 
come next, considering the number of layers 
needed to properly escape from high-density 
devices. It also means factoring in the frequencies 
and data rates of interest by choosing suitable 
dielectric material families.

Simulating a full end-to-end channel with a pre-
layout mockup channel analysis is another valuable 
exercise in understanding the viability of a plan. If 
you have too much loss in a channel you may need 
something like a re-timer or re-driver to have a 
viable channel. 
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Ultimately, every component constituting the high-
speed channel must be selected with simulation 
in mind. Identifying all elements of the signal path, 
such as the main FPGA, SoC or ASIC connectors, 
and any off-board cable assemblies or backplane 
interconnect, and securing their corresponding 
models early is the foundation of a proactive signal 
integrity strategy. This approach enables meaningful 
analysis long before the layout is complete.

Stackup design
Once key components are identified, the design 
of the physical PCB structure, the stackup, is the 
next critical pre-layout activity. Every electrical 
characteristic of a trace, from its impedance to 
the attenuation it will introduce, is defined by the 
stackup. Getting this wrong can make a design 
impossible to salvage, while getting it right lays the 
groundwork for success.

This is becoming more common in interfaces such 
as PCIe Gen 4 and PCIe Gen 5, as frequencies 
increase and insertion loss rises proportionally.

Finally, we need to consider pre-layout structure 
optimization. The areas where signals transition 
from a chip package or connector’s land pattern into 
the main PCB, the breakout region, are increasingly 
critical. Before full board layout, we can optimize the 
specific via structures and trace geometries in these 
dense regions, minimizing degradation in signal 
integrity caused by these necessary but disruptive 
transitions.

Component selection
The primary focus during component selection is 
on the central FPGA, SoC, or Application-Specific 
Integrated Circuit (ASIC). Verifying its support for the 
required protocols and data rates is a fundamental 
first step. However, a common and dangerous pitfall, 
especially under tight deadlines, is to assume that a 
chip supports all features of a given protocol.

This is where a deeper analysis of layout-simplifying 
features is critical. Two prime examples are polarity 
inversion (P/N swap) and lane reversal (mapping 
lane 0…N to lane N…0). When available, these 
features can dramatically simplify complex routing 
out of dense packages, potentially saving board 
layers and reducing manufacturing costs. However, 
their availability is not guaranteed. A feature may 
be allowed by a protocol like PCIe, but it must also 
be explicitly implemented in the silicon of your 
chosen components. Verifying both levels of support 
during the component selection phase is essential; 
an incorrect assumption here can lead to a non-
functional interface discovered only after the board 
has been built. 

An even more complex topic is signal equalization, 
the technique modern transceivers use to 
compensate for signal degradation. The big 
takeaway for pre-layout design is the critical 
importance of simulation models like those using 
the Input/Output Buffer Information Specification – 
Algorithmic Modeling Interface (IBIS-AMI). These are 
the industry standard and the only reliable way to 
simulate how a chip’s unique equalization scheme 
will perform in your specific channel. When a vendor 
does not provide these models, we face a significant 
challenge. The solution is not to skip the analysis, 
but to select a suitable proxy model to stand in 
for the missing component. While this introduces 
a degree of uncertainty, a simulation based on a 
reasonable assumption is infinitely better than no 
simulation at all.

Figure 1: A PCB stackup design in Altium Designer

For example, the insulating material between copper 
layers is far more than just a physical separator, 
it’s an active participant in signal propagation. One 
primary differentiator between material grades is the 
loss tangent tan(δ).

Standard materials, commonly referred to as ‘FR-
4’, are inexpensive but absorb a significant amount 
of high-frequency signal energy. Use of low-loss 
materials (e.g., Megtron 6, Tachyon 100G) becomes 
mandatory when dealing with modern high-speed 
interfaces. Choosing the material is a fundamental 
cost vs. performance trade-off that must be 
modeled and decided upon before any layout 
begins.
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Beyond pure electrical properties like loss, the 
physical construction of the material is also 
critical. The woven glass fibers that reinforce the 
dielectric can create localized inconsistencies. This 
phenomenon, known as the weave effect, can create 
a velocity difference between the two traces within 
a differential pair, introducing timing skew that can 
corrupt the signal. To combat this, low-loss materials 
often feature mechanically spread glass weaves 
to create a more uniform medium. This material-
level solution can be further supported by layout 
techniques such as zigzag routing, where traces are 
intentionally routed at a slight angle to average out 
the inconsistencies of the weave.

The other key property to be aware of is the 
dielectric constant (Dk). This property determines the 
speed at which signals travel and is a key variable in 
calculating trace impedance. A consistent dielectric 
constant across the frequency domain is crucial for 
consistent performance at high frequencies. 

The number and order of layers of copper built 
around this dielectric material dictates routing 
capacity, signal isolation, and the quality of the 
signal return path. High-pin-count FPGAs and SoCs 
require numerous layers simply to escape all the 
signals from the Ball Grid Array (BGA) footprint. 
However, each additional layer adds cost and 
manufacturing complexity. High-speed signals 
require an adjacent, uninterrupted reference plane 
to provide a clean, low-inductance return path. A 
stackup that sandwiches signal layers between solid 
reference planes is the gold standard for controlling 
impedance and minimizing noise and crosstalk.

Vias are necessary to transition signals between 
layers, but they are also a major source of signal 
degradation if not planned for. A standard through-
hole via can create a long, unused barrel, or stub, 
which presents a discontinuity at high frequencies, 
potentially causing signal reflections. The stackup 
design must account for this, often by specifying that 
critical high-speed vias be back-drilled (where the 
stub is mechanically drilled out after fabrication). This 
adds cost but is often the lowest cost approach to 
make a high-speed link viable. For extremely dense 
designs, High-Density Interconnect (HDI) technology 
using techniques such as via-in-pad, laser-drilled 
microvias, blind vias, and sequential lamination 
steps can be necessary. These vias and additional 
process steps can result in better performance, but 
they fundamentally change the stackup structure 
and fabrication process, typically trading cost for 
increased flexibility and improved performance.

Pre-layout mockup channel analysis
With our key components selected, models gathered 
and our stackup defined, we can now simulate a full 
end-to-end high-speed channel. This mockup analysis 
is, in effect, a dress rehearsal for our design, allowing 
us to test our foundational choices and ensure they 
work in concert to deliver a robust and reliable link.

First, we must properly define the channel. For modern 
protocols like PCI Express, it is the entire signal path 
from the transmitter’s silicon die to the receiver’s silicon 
die. This includes the chip packages, the motherboard 
(or host) traces and vias, one or more connectors, the 
add-in card traces and vias, and potentially a cable 
assembly (like a riser cable). Simulating this complete 
system is the only way to accurately predict real-world 
performance.

This brings us to a crucial question: how do we 
simulate a channel that hasn’t been physically laid out 
or may consist of unknown components? The answer 
lies in using a combination of vendor-provided models 
and standardized proxy models. An excellent example 
of this is the VITA 68.3 standard, which provides a 
library of S-parameter models for common VPX 
backplane profiles. A designer can take the model 
for their proposed PCB trace (based on the stackup 
design), combine it with the IBIS-AMI model for their 
chosen FPGA, and connect it to a VITA 68.3 backplane 
model. This allows us to approximate the system with a 
reasonable level of accuracy well before it is designed.

The ultimate goal of this exercise is not simply to 
achieve a pass/fail result, but to quantify our design’s 
robustness by measuring its margin. One approach for 
this is utilizing Channel Operating Margin (COM). COM 
is a sophisticated figure of merit, expressed in decibels 
(dB), that calculates the signal-to-noise ratio of the 
link after the effects of the receiver’s equalization are 
included. It provides a single number that tells us not 
just if the link works, but how well it works.

The ideal conditions of a simulation – perfect trace 
geometries, nominal material properties, and quiet 
power supplies – will never be realized in physical 
hardware. Manufacturing tolerances and other real-
world effects will degrade performance. A healthy 
margin in pre-layout simulation (for instance, achieving 
a COM of 6dB where the specification only requires 
3dB) provides the necessary buffer to ensure the 
final, fabricated board meets its performance targets 
in a real-world environment. Tools such as Siemens 
HyperLynx support what-if simulations of COM, eye 
diagrams, eye masks, and bit-error rate (BER).
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Pre-layout structure optimization

While mockup channel analysis provides a system-
level view of our design, structure optimization is 
where we zoom in with a microscope. The high-
speed signals we implement will not live in ideal 
traces. They must navigate a series of complex 
physical transitions from a chip onto the board, 
through vias to other layers, and through connectors 
off board. Each of these transitions is an impedance 
discontinuity that can ultimately cause a link to fail.

The goal of pre-layout structure optimization is 
to design and validate these critical transitions in 
isolation before they are used in the PCB layout. 
Using 3D electromagnetic (EM) field solver tools like 
Ansys Electronics Desktop or Siemens HyperLynx, 
we can model these small, complex regions with 
a high degree of accuracy. The objective isn’t to 
create a perfect transition; it is to manage the 
discontinuity, minimize its impact, and characterize 
its performance.

Once a structure is optimized, its model can be 
saved and handed to the PCB layout team. This 
creates a library of pre-validated, high-performance 
building blocks. The layout designer can then 
confidently place these structures, knowing their 
performance has already been simulated and 
approved, drastically reducing design risk.

Figure 2: Part of a full-channel mockup in Siemens HyperLynx (recreation)

Figure 3: A 3D EM solved solution for the optimized geometry for the 
3D CAD model in Ansys Electronics Desktop

Over to you
Signal integrity issues extend beyond the PCB 
layout alone. They affect the workflows of FPGA, 
SoC, and ASIC engineers and can disrupt entire 
projects. By shifting signal integrity analysis 
and optimization into the pre‑layout phase, 
engineering teams can make informed choices 
about components, stackup, and critical structures 
before costly mistakes are baked into the design. 
This proactive approach transforms simulation 
from a reactive diagnostic into a predictive design 
tool, ensuring signal integrity margins are built in 
rather than hoped for, ultimately reducing risk and 
minimizing the likelihood of expensive respins.

Avoiding costly respins

This article is the second in a series from Dan 
Binnun about power and signal integrity. You can 
read the first article in Issue 1 of the FPGA Horizons 
Journal online.

https://www.fpgahorizons.com/journal/issue1
https://www.fpgahorizons.com/journal/issue1
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Bridging FPGAs with the Vitis System Device Tree flow

Bridging FPGAs 
with the Vitis 
System Device 
Tree flow 
A universal MIPI 
camera FMC PoC

Vision has always been one 
of the most compelling and 
natural application areas for 
FPGAs. Their ability to perform 
massively parallel computations 
and interface directly with 
high-speed image sensors 
makes them ideal for real-
time image processing. Yet 
despite these strengths, it is 
still difficult to find modular 
solutions for connecting FPGAs 
to image sensors when it 
comes to rapid prototyping and 
experimentation.

In an ideal prototyping or Proof-of-Concept (PoC) 
scenario, a developer would simply pick an FPGA 
board and an image sensor and connect them
through a standard interface. While many FPGA 
platforms can interface with USB cameras which 
are often sufficient for low-bandwidth applications, 
most vision systems demand a higher-
performance link. For these, the Mobile Industry 
Processor Interface Camera Serial Interface 2 (MIPI 
CSI-2) has become the most widely used interface 
between image sensors and FPGAs.

MIPI CSI-2 delivers high-bandwidth pixel data 
over just a few differential pairs, making it ideal for 
compact, high-speed camera links. Each lane can 
run at multiple gigabits per second (Gbps), and 
with up to four lanes per sensor, CSI-2 can easily 
support multi-megapixel, high-frame-rate video 
streams. Its low pin count, excellent signal integrity, 
and broad sensor compatibility have made it the 
standard for everything from smartphone cameras 
to industrial vision modules.

I’ve long felt that there should be an FPGA 
Mezzanine Card (FMC) based solution for 
connecting MIPI CSI-2 image sensors to FPGA 
development boards. 

Jeff Johnson, Owner and Lead Designer, Opsero
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A few options do exist including the Opsero 
RPi Camera FMC but these are essentially 
custom designs, each tied to one or two 
specific carrier boards rather than being 
broadly compatible. This runs counter to the 
goal of the VITA 57.1 FMC standard which 
is to modularize I/O and make hardware 
interchangeable across platforms.

So why isn’t there a universal MIPI CSI-2 
FMC on the market? The answer lies in pin 
restrictions. The AMD MIPI CSI-2 RX and 
equivalent implementations from vendors 
such as Altera and Lattice, requires specific 
FPGA pins that support the electrical and 
timing characteristics of the MIPI D-PHY 
physical layer standard interface. The FMC 
standard, while it defines the locations and 
electrical specifications for I/Os, clocks, 
gigabit transceivers and power supplies, 
does not constrain pins at the level of the 
byte-group or specialized functions which 
are important for MIPI implementations (e.g., 
Dedicated Byte Clocks (DBCs) and Quad 
Byte Clocks (QBCs) in AMD UltraScale/
UltraScale+ devices). As a result, a MIPI CSI-2 
FMC can be designed to match one or two 
FPGA carriers, but it’s not possible to assign 
the pins to make it broadly compatible.

The solution
A different approach is to break that limitation by 
adding a small FPGA directly on the FMC card. 
This way, the MIPI CSI-2 pin assignments are 
fixed and can be chosen to suit the mezzanine 
card’s FPGA. On the other side, the interface 
with the carrier board’s FPGA can be a general-
purpose, easily reproducible link such as Aurora, 
ensuring compatibility with a wide range of 
carrier boards.  The image in Figure 1 illustrates 
the concept and uses the Artix UltraScale+ for 
the mezzanine FPGA and two Raspberry Pi 
cameras for the MIPI CSI-2 image sensors.

This architecture not only solves the 
compatibility problem but comes with an 
added benefit: the mezzanine FPGA provides 
more resources that can be used for image 
processing, freeing up resources on the carrier 
board. For example, a basic video pipe for a 
single MIPI CSI-2 image sensor can require 
20,000 Lookup Tables (LUTs), 20,000 registers 
and 40 Block RAMs, and these numbers can 
grow exponentially when higher resolutions, 
frame rates or more complex processing need to 
be supported. By offloading the video pipe to the 
mezzanine card, either partially or fully, the main 
device can dedicate more resources to higher 
level functions such as AI inference.

Figure 1: A small FPGA on an FMC card with two Raspberry Pi 
cameras for the MIPI CSI-2 image sensors
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The diagram in Figure 2 illustrates a typical video 
pipe that could be implemented in the mezzanine 
FPGA. It starts with a MIPI camera on the left and 
ends with the FMC connector on the right. The video 
pipe contains the basic elements that convert the 
MIPI camera’s RAW10 output to an AXI-Stream of 
RGB pixels, a preferred format for processing images 
in an FPGA.

Here, the AXI Chip2Chip IP core is used to configure 
and control the processing blocks. This enables an 
AXI4-Lite interface to be tunneled between the two 
FPGAs over a serial Aurora link, effectively extending 
the control bus across the FMC connection.

At the end of the video pipeline, a Frame Buffer 
Write IP typically stores pixel data into Double Data 
Rate (DDR) memory. In our design, the DDR memory 
resides on the carrier board not the mezzanine. 

The AXI Chip2Chip IP bridges this gap again by 
passing an AXI4 memory-mapped interface across 
the same Aurora link, allowing the mezzanine’s video 
pipeline to write directly to the carrier’s memory 
subsystem.

The PoC
To demonstrate the concept works as expected, 
we built a demonstration platform (Figure 3) with 
an AMD ZCU106 Multi-Processor System-on-Chip 
(MPSoC) serving as the main board and a Tria 
AUBoard standing in for the mezzanine card. The 
AUBoard hosts the RPi Camera FMC, allowing two 
standard Raspberry Pi cameras to be connected. 
The Aurora serial link is implemented over an SFP+ 
DAC cable connected between the two boards.

Figure 2: A typical video pipe implemented in a mezzanine FPGA

Figure 3: The demonstration platform using an AMD ZCU106 MPSoC as the main board and a Tria 
AUBoard as the mezzanine card
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Bridging FPGAs with the Vitis System Device Tree flow

Unifying the software platform
Even with most of the hardware architecture defined 
for a truly universal MIPI CSI-2 FMC and a prototype 
to prove the concept, one important factor remains: 
how to make the main FPGA aware of the hardware 
that resides in the mezzanine FPGA.

In a typical single-FPGA system, this isn’t an issue. 
Software tools such as the Vitis IDE already know 
the details of the hardware design because the 
information is passed on via a hardware handoff 
file (XSA). In multi-FPGA designs, however, the 
situation is more complicated. Each FPGA has its 
own hardware design and its own XSA file. The 
software environment usually references only the 
XSA from the main FPGA, leaving the tools in the 
dark regarding any IP or peripherals instantiated 
in the secondary FPGA. To develop a coherent 
software platform, we need a way to describe the 
remote hardware like its IP blocks, base addresses, 
interrupts, and required drivers so that the tools can 
treat it as part of the overall system.

This is where AMD’s System Device Tree (SDT) flow 
comes in. Introduced in the 2023.2 release of the 
Vitis Unified IDE, SDT provides a way to describe 
externally connected hardware using a device tree. 
Exactly what is needed to overcome the final hurdle 
in a universal MIPI camera FMC design.

The basics of the SDT flow
In Vitis Classic, the build system extracts the 
hardware metadata directly from the XSA file to 
generate the Board Support Package (BSP) and 
supporting files such as xparameters.h, the linker 
script, and the driver config files. In the Vitis Unified 
IDE, this process changes significantly. The tools now 
begin by creating an SDT, a structured, open-source 
hardware description that serves as the foundation 
for both Linux and bare-metal domains. Hardware 
metadata is no longer parsed directly from the 
XSA. Instead, it is extracted from the SDT using a 
tool called Lopper, which reads device-tree nodes 
and their properties to populate driver and library 
configurations.

The advantages of the SDT flow
The SDT-based flow provides several important 
advantages. Firstly, it’s built on open standards, using 
Device Tree, CMake, and Lopper to create a more 
transparent and maintainable build system. 

With enhanced hardware description, it also allows 
additional hardware elements such as I²C devices or 
AXI Chip2Chip links to be represented even if they 
are not defined in the XSA file. As a result, the build 
system can become fully board-aware. Finally, the 
low-level interrupt controller setup is abstracted 
away, simplifying interrupt and sleep handling. 
Instead, interrupt IDs and related parameters 
are automatically made available through SDT-
populated config structures.

Key differences for bare metal 
developers
From a user perspective, several practical 
differences stand out when working with the new 
SDT flow compared to the legacy flow:

	� The DEVICE_ID macro is no longer generated or 
used. Devices are now identified and initialized 
by base address (BASEADDR).

	� Interrupt setup is greatly simplified through the 
helper function XSetupInterruptSystem(), 
provided in xinterrupt_wrap.h.

	� Driver binding uses YAML files instead of MDD 
files. Drivers are matched to hardware using the 
compatible strings defined in the SDT, resolved 
by the Lopper framework.

	� Config structures (typically generated in *_g.c 
files) are populated from SDT node properties 
like reg, interrupts, and vendor-specific attributes 
instead of from xparameters.h.

Adding the video pipeline with a 
User DTS overlay
The SDT flow enables us to add the hardware details 
of a video pipeline running on the AUBoard by 
supplying Vitis with a User Device Tree Source (DTS) 
overlay that contains the nodes for all the elements 
in our video pipe. To help determine what this 
overlay should look like, a Vivado project is created 
for the main board and the video pipe elements 
are added to the design. After generating an XSA 
file from this project and importing it into Vitis, the 
tools automatically create a System Device Tree 
that includes nodes for each of the IP blocks in the 
video pipe. Once the SDT is generated, the device-
tree nodes of the video pipeline can be copied and 
pasted into the User DTS overlay. Finally, we need to 
include each of these devices in our memory map.
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A simplified example of such an overlay is shown 
in Figure 4. Note that the first part involves adding 
the nodes to amba_pl, while the second part 
involves adding devices to the address-map. Since 
there is no way to cleanly append to the address 
map, we first delete the address-map property 
and redescribe the entire address map with the 
additional devices included.

At this stage, we can create a Vivado project for 
the AUBoard, playing the role of the mezzanine 
card in our PoC. The block design will include the 
video pipeline IP and the AXI Chip2Chip IP. Note 
that it does not require a processor since it will be 
controlled remotely by the main board through 
the AXI Chip2Chip IP. It is important to ensure 
that the base addresses assigned to the IP match 
the addresses specified in the User DTS. These 
addresses should be chosen based on the main 
board’s memory map and the available address 
space in that design. Once the design is built, we can 
program the AUBoard either via JTAG using Vivado 
Hardware Manager or by storing the bitstream in 
flash memory for standalone boot.

To complete the system, we create a new Vivado 
design for the ZCU106 that includes the processor 
(PS) and the AXI Chip2Chip IP core. From this design, 
we generate an XSA file and use it in Vitis to create a 
new platform component. 

In the Advanced Options, Vitis allows us to specify our 
User DTS overlay. When the platform is built using both 
the XSA and the User DTS, Vitis automatically pulls in 
the drivers and generates the configuration data for all 
the IP blocks defined in our video pipeline.

This means that when we begin developing the bare-
metal application for the ZCU106, the build system 
already recognizes the video pipeline running on the 
external FPGA (the Artix UltraScale+ of the AUBoard). 
When the AUBoard is connected to the ZCU106 via the 
SFP link, the complete system becomes operational. 
We can now develop and debug it as a single system 
from Vitis through a JTAG connection to the ZCU106 
board.

Conclusion
As FPGA designers, we are all familiar with single-
FPGA systems but some problems are now best solved 
through multi-FPGA architectures, although they bring 
additional challenges. It’s important to recognize when 
this approach is appropriate and to understand the 
tools that can help us to work with these systems. As 
we’ve seen, the Vitis SDT flow provides a clean and 
maintainable way to deal with multi-FPGAs, offering 
a path for simple integration of an FMC with a carrier 
board. If you would like to reproduce the PoC, the 
source code is available at fpgadeveloper.com.

/ {
};

&amba_pl {
	 mipi_csi2_rx_subsyst_0: mipi_csi2_rx_subsystem@84a00000 {
	 compatible = "xlnx,mipi-csi2-rx-subsystem-6.0";
	 status = "okay";
      ...
	 };
	 demosaic_0: v_demosaic@84a10000 {
	 compatible = "xlnx,v-demosaic-1.1";
	 status = "okay";      ...
	 };
	 v_gamma_lut: v_gamma_lut@84ae0000 {
	 compatible = "xlnx,v-gamma-lut-1.1";
	 status = "okay";
      ...
	 };
	 v_proc: v_proc_ss@84a40000 {
	 compatible = "xlnx,v-proc-ss-2.3" , "xlnx,vpss-scaler-2.2" , "xlnx,v-vpss-scaler-2.2" , "xlnx,vpss-scaler";
	 status = "okay";
      ...
	 };
	 v_frmbuf_wr: v_frmbuf_wr@84ad0000 {
	 compatible = "xlnx,v-frmbuf-wr-2.5" , "xlnx,axi-frmbuf-wr-v2.2";
	 status = "okay";
      ...
	 };
};

&cpus_a53 {
    /delete-property/ address-map;
	 address-map = <0x0 0xf0000000 &amba 0x0 0xf0000000 0x0 0x10000000>, 
			   <0x0 0xf9000000 &amba_apu 0x0 0xf9000000 0x0 0x80000>, 
			   <0x0 0x0 &zynqmp_reset 0x0 0x0 0x0 0x0>, 
			   <0x0 0x0 &psu_ddr_0_memory 0x0 0x0 0x0 0x7FF00000>, 
            ...
		 	 <0x0 0x84a00000 &mipi_csi2_rx_subsyst_0 0x0 0x84a00000 0x0 0x1000>, 
	 <0x0 0x84a10000 &demosaic_0 0x0 0x84a10000 0x0 0x10000>, 
	 <0x0 0x84ae0000 &v_gamma_lut 0x0 0x84ae0000 0x0 0x10000>, 
	 <0x0 0x84a40000 &v_proc 0x0 0x84a40000 0x0 0x40000>, 
	 <0x0 0x84ad0000 &v_frmbuf_wr 0x0 0x84ad0000 0x0 0x10000>, 
            ...
};

Figure 4: A simplified example 
of a User DTS overlay

Bridging FPGAs with the Vitis System Device Tree flow

https://www.fpgadeveloper.com/
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