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AXI-Stream VVC example 
The AXI-Stream interface is used in many FPGA 
projects today and when making a testbench for a 
DUT with one or more AXI interfaces, you can use 
the VVC approach to detect potential problems. 

Figure 4 illustrates how the test sequencer 
issues two commands to the test harness: the 
axistream_transmit() to the master VVC, and 
the axistream_expect() to the slave VVC. 

UVVM and FPGA verification

Figure 4: AXI stream VVC based testbench
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axistream_transmit(AXISTREAM_VVCT,0,v_data_array,mgs);

axistream_expect(AXISTREAM_VVCT,1,v_data_array,"Checking data");

Overview, readability, 
maintainability, modifiability and 
extensibility
If your DUT is quite simple, you can probably 
manage with BFMs only. The VVCs are intended for 
medium to high complexity modules and FPGAs (or 
ASICs), but note that complexity here is seen from 
a verification point of view. As such, even a simple 
UART would benefit from using VVCs. This is, of 
course, also a question of quality. If you can accept 
a UART byte error every 10,000 bytes, then you can 
lower your verification level and effort. If not, VVCs 
will help you a lot in detecting those types of bugs.

For simple testbenches, the use of the UVVM Utility 
Library and BFMs would be sufficient, and if not, then 
at least a very good starting point. You might think 
that the improvement potential is not that big for a 
simple testbench, but even for a small project you 
could easily have a saving potential of 50-300 hours 
(or in the range 10-30% or more on the total project 
time), and at the same time improve the quality. 
For more complex modules or FPGAs, the savings 
potential could be much higher, even percentage-
wise.

The test sequencer thus has full control of what is 
happening on the DUT’s interfaces and may use 
the await_completion() and insert_delay() 
commands to synchronize to any VVC’s BFM 
execution. await_completion() will stall the test 
sequencer until a given VVC has finished executing 
either all its commands or just a given command. 
This way, the test sequencer has full overview of 
the testbench status and knows when to issue 
commands to the various VVCs. The insert_
delay() command allows the test sequencer to 
offset or skew VVC interface handling with respect 
to each other, and thus target cycle-related corner 
cases.
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Taking it one step further
In future articles here in the FPGA Horizons 
Journal, we will look in more detail at selected 
important features of UVVM. The next article 
will be on Requirements Tracking and the 
Requirements Traceability Matrix. In UVVM, we 
call this functionality Specification Coverage, 
and lots of FPGA designers have used this 
functionality in UVVM to qualify their FPGA for 
mission-critical or safety applications like, for 
instance, DO-254, the safety standard for the 
development of aviation software and hardware.

These two commands are issued at the same 
time (only delta cycles apart) from the test 
sequencer to the VVCs. Transmission will then 
start at the same time from the master VVC 
towards the DUT, whereas the slave VVC will 
be waiting for data to arrive out of the DUT, and 
then check the actual data received against 
the expected. The protocol is then obviously 
also confirmed.

Beware, however, because while the AXI 
stream protocol allows feed-forward control 
and backpressure, experience shows that 
this mechanism can be error-prone. For that 
reason, UVVM has introduced both directly 
and randomly controlled manipulation of the 
‘valid’ and ‘ready’ signals in the AXI protocol, for 
deactivation at any given position and for any 
number of clock cycles. According to many 
UVVM users, this feature has enabled lots of 
bug detection in their design. UVVM also has 
the largest number of free Open Source VHDL 
BFMs and VVCs available.
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The challenge: 5G peak detection
The peak picker algorithm identifies correlation 
peaks from 5G Primary Synchronization Signal (PSS) 
detection, directly affecting cell search performance 
in 5G networks. The algorithm must:

	� Apply adaptive threshold comparisons
	� Perform sliding window operations across  

large datasets
	� Execute local maximum filtering to eliminate  

false positives
	� Deliver results within strict timing constraints

This is exactly the kind of latency-critical workload 
where FPGAs excel, but optimization traditionally 
requires specialized development effort.

Our breakthrough results
Using an LLM-assisted approach, we achieved:

	� 18× latency reduction (from 108,311 to  
6,033 cycles)

	� 95% reduction in LUT usage (from 7,418 to  
374 LUTs)

	� 38% higher maximum frequency (303.7 MHz 
vs 219.8 MHz post-route)

	� 60-70% shorter development time compared to 
baseline implementation 

Accelerating 
FPGA design 
using LLMs: 

Jie Lei, University of Technology, Sydney

If you’ve ever struggled with FPGA 
design bottlenecks, you’re not alone. 
Traditional Hardware Description 
Language (HDL) development can 
take weeks for complex algorithms 
and calls for deep expertise in Verilog 
or VHDL. While High-Level Synthesis 
(HLS) tools have streamlined 
the process, achieving optimal 
performance still demands extensive 
manual optimization and detailed 
knowledge of hardware architectures.

What if AI could change this 
equation entirely?

We set out to answer this by exploring whether 
Large Language Models (LLMs) could accelerate 
FPGA implementation of MATLAB algorithms. 
Our case study focuses on a 5G NR Peak Picker 
algorithm, a critical component in wireless 
communication systems.

5G peak picker 
case study

Accelerating FPGA design using LLMs

These improvements weren’t just incremental; they 
represent a fundamental shift in what’s possible 
when AI assists hardware design.
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Methodology
We didn’t simply throw algorithms at LLMs and hope 
for the best. Instead, our methodology followed a 
rigorous three-phase optimization process:

Phase 1: Memory architecture 
optimization (perf_opt1)

Technical implementation
GitHub Copilot generated code shifting from 2D 
arrays 
xcorr[MAX_XCORR_LENGTH][MAX_SEQ_NUMBER] 
to HLS streams with explicit local BRAM allocation:

   #pragma HLS RESOURCE variable=xcorr      
   core=RAM_2P_BRAM
   #pragma HLS INTERFACE mode=axis   
   port=xcorrStream

Outcome
An impressive 96% reduction in LUT was achieved 
(7,418  293), but latency increased by a factor of 3 
(108,311  311,586 cycles). While correctly optimizing 
for memory bandwidth, Copilot created sequential 
processing bottlenecks.

Phase 2: Algorithmic restructuring  
(perf_opt2)

Key innovation
GitHub Copilot implemented register-based sliding 
windows with runtime parameterization:

    #pragma HLS ARRAY_PARTITION 
variable=xcorrBuffer complete dim=1
    DataType xcorrBuffer[MAX_WINDOW_
LENGTH];  // Size 11 elements (MAX_WINDOW_
LENGTH=11)
    const unsigned int middleLocation = 
windowLength / 2;  // Runtime calculation
    // Complex interface with 5 parameters 
and peak counting

Technical characteristics
	� Buffer Strategy: 11-element maximum-sized 

buffers with complete array partitioning
	� Interface Complexity: 5 parameters, separate 

peak count stream, runtime window calculations
	� Result: Eliminated BRAM usage (20  0 blocks), 

achieved latency improvement (311,586  
215,948 cycles)

Phase 3: HLS directive mastery 
(perf_opt3)

Breakthrough optimization
Copilot discovered that compile-time constant 
optimization + interface simplification delivered a 
36× latency improvement:

// perf_opt2: Runtime calculations
const unsigned int middleLocation = 
windowLength / 2;  // Division at runtime
DataType xcorrBuffer[MAX_WINDOW_LENGTH];    
// Preprocessor macro

// perf_opt3: Compile-time optimization  
constexpr int WINDOW_LENGTH = 11;           
// Compile-time constant
constexpr int MIDDLE_LOCATION = 5;          
// Pre-calculated constant
DataType xcorrBuffer[WINDOW_LENGTH];        
// True constant array size

Critical performance insights:
	� Compile-time constants: constexpr eliminates 

runtime division and enables aggressive 
compiler optimization

	� Interface simplification: 4 vs. 5 parameters, 
single output stream reduces control overhead

	� Constant array indexing: 
xcorrBuffer[MIDDLE_LOCATION] vs. 
xcorrBuffer[middleLocation] enables 
better optimization

	� Result: 36× latency improvement over perf_opt2 
(215,948  6,033) at 303.7 MHz

Resource and performance summary

Origin (Baseline)
perf_opt1 (Memory)
perf_opt2 (Algorithm)
perf_opt3 (HLS)

Implementation LUTs

7,418
293
610
374

FFs

10,627
500
919
594

BRAM

10
20
0
0

Freq 
(MHz)

219.8
319.2
307.8
303.7

Latency 
(cycles)

108,311
311,586
215,948
6,033

Performance

1.0×
0.21×
0.31×
17.9×
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Practical implementation guide
Based on our experience, you can start 
implementing LLM-assisted FPGA design in your 
own projects with a development environment 
you’ll probably be familiar with already:

	� Vitis HLS 2023.2 or newer
	� MATLAB R2023a with HDL Coder (for 

reference comparison)
	� Python environment for LLM API integration
	� Access to multiple LLM models (we 

recommend Claude, GPT-4, and Gemini) 

Using this setup, we learned that the quality of 
the LLM prompts directly affects optimization 
success. Here are our most effective prompt 
templates:

Prompt for initial translation:
Convert this MATLAB function to HLS-optimized 
C++. Focus on:
- Appropriate fixed-point data types for FPGA 
   implementation
- Loop structures suitable for pipeline optimization  
- Memory access patterns that minimize 
bandwidth
- Include comprehensive testbench with edge 
cases
[Insert MATLAB function]

Prompt for optimization iterations:
Analyze this synthesis report and suggest HLS 
optimizations:
Target: Minimize latency while maintaining <300 
LUT usage
Provide specific pragma suggestions with 
reasoning
[Include actual synthesis report]

Accelerating FPGA design using LLMs

Step-by-step workflow

Phase 1: Establish baseline
1. Create comprehensive MATLAB testbench with edge 
cases
2. Generate initial LLM translation with multiple models
3. Cross-validate outputs for functional correctness
4. Synthesize baseline implementation for performance 
reference

Phase 2: Iterative optimization
1. Run synthesis and capture detailed reports
2. Feed reports to LLMs with specific optimization 
targets
3. Implement suggested changes incrementally
4. Verify functionality after each major change
5. Document what works (and what doesn’t) for future 
reference

Phase 3: Validation and deployment
1. Comprehensive corner case testing
2. Timing closure verification
3. Resource utilization validation against system 
requirements
4. Performance characterization across operating 
conditions

Final thoughts
 
We began this research asking whether LLMs could 
accelerate FPGA design. The answer is a resounding 
yes, but with important caveats. LLMs aren’t magic 
bullets that eliminate the need for hardware expertise. 
Instead, they’re powerful tools that can amplify human 
capabilities when used thoughtfully.

The 18× performance improvement we achieved 
didn’t happen by accident. It required careful prompt 
engineering, systematic verification, and a deep 
understanding of both the algorithm and the target 
hardware. But the results speak for themselves: LLM-
assisted FPGA design isn’t just faster, it’s often better 
than what human experts can achieve working alone.

As AI continues advancing and Electronic Design 
Automation (EDA) tools evolve to better integrate these 
capabilities, we expect LLM-assisted design to become 
standard practice rather than experimental technique. 
The question isn’t whether AI will transform FPGA 
development, it’s whether you’ll be ready to harness 
these capabilities when they become mainstream.

You can find the GitHub open-source repository for 
the 5G peak picker case study by visiting github.com/
rockyco/peakPicker.

https://github.com/rockyco/peakPicker
https://github.com/rockyco/peakPicker
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As a result, signal integrity and power integrity 
are starting to take center stage. Over the past 
two decades, for example, we’ve witnessed 
an exponential increase in the data rates of 
commonly used embedded interfaces. PCIe 
has evolved from Gen 1.0 speeds of 2.5 GT/s 
(gigatransfers per second) to Gen 6.0 speeds 
of 64 GT/s. In addition to increasing Nyquist 
frequencies, the data encoding schema has grown 
more complex, evolving from NRZ (Non-Return-
to-Zero) to PAM-4 (Pulse Amplitude Modulation 
with 4 levels). Double Data Rate (DDR) memory has 
also seen a dramatic increase in speed, with early 
DDR2 standards running at a few hundred MT/s 
(megatransfers per second) – and the latest DDR5 
standards pushing well beyond 6,000 MT/s.

As is often said in hardware design, everyone 
wants everything to be faster, smaller and 
consume less power. This demand for speed 
extends to all embedded devices, including FPGAs 
and SoCs which are capable of high-bandwidth 
data processing and movement. At these speeds, 
the interconnect carrying our data becomes more 
difficult to design. 

Why you really should be 
thinking about power and 
signal integrity

Dan Binnun, Founder, E3 Designers
Therefore, more stringent requirements for length 
matching, impedance control, optimized routing 
structures and simulation-based performance 
validation become mandatory for those who want to 
maximize the chances of success on first revisions of 
designs. 

The networks that provide energy to these devices 
are also often required to deliver incredible amounts 
of power with tight regulation and low noise 
requirements, while being stressed by massive 
transient load steps. Not only are the power regulators 
difficult to design and simulate, the PCB copper traces 
that carry this power are challenging to optimize. 
Additionally, simulations to assess factors like DC 
losses from the finite resistance of copper foil and the 
impedance seen by critical loads (like our FPGAs and 
SoCs) are also becoming more or less mandatory.

Long gone are the days when we could simply 
connect components with traces to carry information, 
use a single ‘VCC’ net, or attach ceramic capacitors 
with long leads strapped across a DIP socket to 
decouple our devices. In contrast, for modern devices 
and designs we must proactively and intentionally 
optimize signal interconnect and power delivery 
networks.

The design and simulation of these aspects of PCB 
design are what many of us in the industry mean 
when we refer to signal and power integrity – how we 
connect these components, and how we power them.

As the capabilities of modern 
electronics continue to advance, 
reliable high-speed design has 
become more and more challenging.

Power and signal integrity

Figure 1: Eye Diagram Simulation
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For plane impedance, it is not as simple as 
providing enough decoupling capacitors of the 
right type (dielectric) and value (amount).  
The mounting inductance becomes important, as 
does the physical construction of the capacitors 
themselves. 

Power integrity has several key factors that should 
be considered and analyzed during the design 
phase of a product, including DC drop analysis, 
target impedance analysis, and simultaneous 
switching analysis. Without a properly designed 
power delivery system various issues can occur 
such as an increased bit-error rate (BER), reduced 
timing margin, and in some cases even brown-out 
conditions within devices due to excessive and 
uncompensated voltage drops during high-load 
conditions.

Conclusion
Signal and power integrity are more important now 
than ever before in embedded system design. This 
trend is unlikely to reverse as the world wants to 
continue to process more data, more quickly, in 
more devices. Everything from our cell phones to 
toaster ovens is featuring some type of wireless or 
wired connectivity and as these devices become 
more capable and perform more computing at the 
edge, we should expect that the FPGAs and SoCs 
inside them will integrate higher data-rate interfaces 
into their silicon. Becoming familiar with potential 
problems and how to get ahead of them will be a 
major concern for all embedded systems engineers.

In the next installment of this series, we will look in a 
bit more detail at signal integrity – when we should 
start considering it (spoiler: as soon as you start a 
design), what some of the steps might be in signal 
integrity analysis and simulation, and even a high 
level process that can be followed to try to ensure 
success on your high speed designs. 

Figure 2: DC Drop Simulation

In an embedded system or PCB design, components 
often include your favorite FPGA or SoC. And this 
does not necessarily mean a high-end SoC like 
an AMD Zynq UltraScale+, Microchip PolarFire, or 
Altera Agilex 7. Today, even lower-cost, lower-speed 
devices support older generations of interfaces, 
which, while less challenging to design for, are very 
much non-trivial and should be treated as such.

Signal Integrity
Signal integrity at its most fundamental level is a 
way to assess the quality of electrical signals and is 
important in high speed digital systems like those 
designed around FPGA and SoC devices. Low-
Power Double Data Rate (LPDDR) memory, PCI 
Express, USB 3.x, SATA, multi-Gigabit Ethernet and 
many more interfaces are extremely common in 
modern designs. Engineers must consider a wide 
range of factors when designing these interfaces 
into a system. These include component selection; 
PCB material choice and stackup design; and trace 
width and space considerations with breakout 
routing subject to different constraints than those 
in general PCB routing field areas. Via sizes and 
spacing (for both transition vias and component 
breakout regions) as well as channel characteristics 
like insertion and return loss all play a role in 
ensuring a robust interface. 

In many cases, the types of analyses performed 
depend on the interface being tested. For the sake 
of discussion, we can consider basic signal integrity 
analysis, DDR analysis and Serializer/Deserializer 
(SERDES) analysis, often referred to as high-speed 
serial input/output (HSSIO). Failure to consider these 
design aspects can lead to issues such as reduced 
data rates, increased bit errors, and even the failure 
to properly train DDR memory or establish viable 
high-speed serial channels.  These problems can 
result in incredibly expensive re-spins for businesses 
and engineering teams – and without knowing what 
to analyze or further investigate, the problems can 
seem daunting and even unsolvable.

Power integrity
Power integrity refers to the quality of the power 
delivered to system components, and analysis – or 
a series of analyses – and can help to determine 
whether voltage and current requirements are met.
The key considerations are mostly related to PCB 
stackup design for copper weights, dielectric 
thicknesses for embedded capacitance, and the 
trace widths necessary to carry currents with an 
acceptable DC drop. 
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Versal 100G UDP filtering and arbitration for RDMA

Towards Versal 
100G UDP 
filtering and 
arbitration for 
RDMA, Part 1 
John Mower, Senior Research Scientist Engineer, University of Washington
Jeff Johnson, FPGA Consultant, Opsero

When systems need to 
move enormous volumes 
of data in real time, 
traditional CPU-centric 
networking quickly 
becomes a bottleneck. 

By moving packet handling, filtering, and 
even protocol logic into the FPGA fabric 
itself, we can reduce latency, maximize 
bandwidth utilization, tailor protocols to 
application-specific needs, and free CPU 
resources for other tasks.

That’s the aim, but how do you get there? 

In the first part of this series, we’ll look at a 
100G networking solution where the System-
on-Chip (SoC) uses the same physical link 
as high-rate logic-based Ethernet. Here, 
a processor, Direct Memory Access (DMA) 
controller, and Media Access Controller 
(MAC) work together to allow for the 
filtering and insertion of User Datagram 
Protocol (UDP) packets. One reason to 
use this approach is to offload data when 
the required throughput such as in radar 
systems or large phased-array sonars 
exceeds what the processor can handle. 
Another, and the one we’re focusing on, is 
to enable a remote endpoint for high-rate 
processing via Remote Direct Memory 
Access (RDMA).

As a result, there’s a move towards 
logic connected Ethernet, the 
enhanced high bandwidth 
capabilities of up to 100 Gigabits 
per second (Gbit/s) bringing 
control, efficiency, and architectural 
freedom as well as speed.
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Figure 1: VEK280 Versal 
development board with Opsero 
Quad SFP28 FMC board

Our thinking

Previous work in the radar and sonar world led 
us to a novel approach to moving data between 
devices. Modern SoCs have the advantage 
of offering FPGA resources with easily-
programmable control for software-defined 
systems. The common paradigm in time-series 
offloading is to use a DMA engine to transfer 
data into the Processing System (PS) memory 
(RAM), then leverage the SoC’s built-in MAC for 
network communication. 

An alternative is to utilize a logic-based MAC 
and connect to a physical layer device through 
FPGA I/O. In this case, the situation is highly 
similar to the previous approach where data 
is transferred via DMA to/from RAM and 
networking uses a separate DMA path, which 
raises a question. Could the PS RAM and 
network stack be bypassed entirely when the 
MAC is implemented in the Programmable 
Logic (PL)? 

The answer is yes. We can let the DMA-
connected MAC be configured by the PS and 
insert/filter our own frames, while allowing 
the traffic to/from the PS to maintain priority. 
We’ve previously implemented this on other 
proprietary stacks using both Verilog and High-
Level Synthesis (HLS) at 1G speeds.

Our current work targets a network protocol 
called RDMA over Converged Ethernet version 
2 (RoCEv2). While there are other networking 
approaches like InfiniBand, RoCEv1 and 
iWARP, RoCEv2 is routable and operates on 
a more versatile set of lower-cost hardware, 
encapsulating InfiniBand transport over UDP/
IPv4. Additionally, it allows for remote PS 
communication over the same link. RoCEv2 
uses UDP as its Layer 4 transport and is 
identified by destination port 4791. 

Our goal is that the Versal SoC will ultimately 
act as a 100G RDMA source/sink and 
simultaneously have its PS available over a 
common physical layer.
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Our approach
We could construct this system on a 
separate layer-by-layer approach. However, 
as we only intend on applications using 
Ethernet II, IPv4, and UDP, all three protocols 
are wrapped up in one IP and handled by 
a Linux/bare metal driver. Figure 2 shows 
the RTL IP placed between the typical DMA, 
FIFO, and Ethernet IPs. 

A packet designed for use on a local area 
network (LAN) will have a 42 byte header 
where the IPv4 length, IPv4 checksum, and 
the UDP length are set on the fly (Figure 
3). The IP has 48 byte wide S_TX_ARB and 
M_RX_STP AXI-Stream in/out ports and the 
_tuser field is used to signal the expected 
number of bytes in the frame. The other 
AXI-Stream ports are nominally 48 byte, 
however, an 8-byte wrapper is used for 10G 
systems where data width converters are 
used for compatibility. The reason to choose 
a nominal 48 byte interface is in anticipation 
of using the Versal 100G Multi Rate Media 
Access Controller (MRMAC) IP. When the 
IP is not active with new data in/out, DMA 
Ethernet frames are passed from S_RX -> 
M_RX and S_TX -> M_TX.

Figure 3: The format for the Ethernet II / IPv4 / UDP headers, used 
on a local area network. The bold values are configured at runtime 
where the length(s) and IPv4 checksum are calculated on the fly. 
The UDP checksum is optional and set to zero.

SRC PORT
LENGTH

DST PORT
CHECKSUM

UDP Header 8 Bytes

Ethernet II Header 14 Bytes
46 to

1500 or 9000 bytes
FCS

4 Bytes
x0800
Eth II

SRC MAC
6 Bytes

DST MAC
6 Bytes

IPv4 Header 20 Bytes
VER IHL DSCP ECN LENGTH

IDENTIFICATION FLAGS FRAG OFFSET
TIME TO LIVE PROTOCOL CHECKSUM

SRC ADDRESS
DST ADDRESS

Figure 2: The new IP inserted between the 
DMA and Ethernet Subsystem IPs. Red: TX 
path, green: RX path, gold: raw data-out (TX), 
purple: raw data-in (RX).

Receiving data
For the receive path, we simply filter incoming 
frames for protocol as well as desired destination 
MAC, IP, and port values. The filtering procedure 
simply delays the frame and decides whether the 
DMA or our internal IP has _tvalid asserted. What 
do we do about corrupted packets? The AMD 
1G/2.5G, 10G/25G, and 100G MRMAC IPs all use 
a _tuser or extra _tkeep signal on the last beat to 
signal a frame check sequence error. A tail-drop 
FIFO is used on the filtered path to drop frames 
with an error. This we follow with a module that 
strips the headers, outputting a typical AXI-Stream 
frame with the number of bytes in _tuser. 
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The RX module is designed to operate without 
asserting backpressure and is capable of 
accepting continuous data from the MAC. 

Transmitting data
The transmit path is a little more complicated, 
partially due to using backpressure for 
backwards compatibility. TX frames from the 
processor via DMA always have priority so a 
robust control system is possible. In reality, the 
processor will only ever occupy less than two 
percent of the 100G bandwidth and will not 
have a large impact on RDMA performance.

When a valid AXI-Stream frame is presented, 
we insert protocol headers and compute 
three values: IPv4 length (data + 28), UDP 
length (data + 8), and the IPv4 checksum. The 
IPv4 checksum is the one’s complement of 
the sum of each of the two-byte components 
of the header, with the carry added back in. 
Including the carry, this is ten words to add. 

In our case we can simplify (and reduce 
required clock cycles) by realizing that we 
only intend to control the length, source 
address, and destination address fields in the 
IPv4 header.  We can precompute a constant 
to create a smaller dedicated adder tree 
for the checksum, and the sum of the static 
header fields used in the IPv4 header in Figure 
3 for our scenario is 0xc52d.

Linux
For Linux, we use a combined platform-character 
driver that uses typical open, close, and IOCTL 
system calls. The IOCTL system call is used to 
set the RX and TX parameters and run state as 
well as report statistics. While a driver could 
automatically set some of the fields, we leave it 
to the user to determine the proper local MAC, 
IP, and port addresses. It could be the case that 
we wish the logic region to have different values 
from the processor and it’s trivial to resolve peer 
MAC addresses using the ARP utility.

Device Tree note: Petalinux’s automatic 
pl.dtsi generation usually enables seamless 
networking. However, inserting an IP between 
DMA and Ethernet subsystem blocks in Vivado 
IP Integrator disrupts Device Tree generation. 
Certain fields must be removed or overwritten for 
proper Ethernet driver operation.

Testing
For testing, the M_RX_STP and S_TX_ARB ports 
are connected through a FIFO and therefore 
configured to work as a loopback server. To 
make it a bit whimsical, let’s send an ASCII string 
through the filter and arbiter and pick the string 
“I am a Cider Drinker” as a homage to a 1970s UK 
hit song and to what beverage is at hand right 
now. Figure 4 demonstrates the RX input on S_RX 
from the MAC and the M_RX_STP output (via a 
single byte width converter for readability).

Conclusion
In this first article we touch on a couple of 
topics related to implementing a Versal 
RDMA endpoint on a shared physical layer 
and in more general terms, UDP filtering and 
arbitration for DMA-connected Ethernet. 

This project will be made available for the next 
installment at fpgadeveloper.com but in the 
meantime any requests can be directed to 
John Mower at mowerj@uw.edu.

https://www.fpgadeveloper.com/
mailto:mowerj%40uw.edu?subject=
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FPGA BGAs vs SoMs: 
Strategies for a PCB layout
Tomas Chester, Hardware Designer and 
Founder, Chester Electronic Design Inc.

FPGA BGAs vs SoMs

The AMD Xilinx Kria K26 is a highly capable SoM 
featuring a Zynq UltraScale+ MPSoC, with DDR4 
memory, storage, and power. By having these 
elements on the module, any carrier board design 
has its design complexity reduced, speeding up 
both project timelines and product releases. The 
Kria module utilizes two high density Samtec ADM6 
connectors, each with four rows and 60 columns, 
totaling 240 pins each. The organization of the pins 
in four rows that are not equally spaced adds to 
some breakout complexity.

The BGA-676 package can have a number of 
different internal interface elements, allowing for a 
proper comparison to the Kria module. Depending 
upon the selected FPGA, it has GTH or GTY High 
Speed Interfaces, HD I/O and HP I/O connectivity, 
all within a 1.0mm pin spacing. A visual comparison 
between the Kria module connectors and the BGA-
676 can be seen in Figure 1:

All PCB designs bring their own 
nuance and complexity, and with 
modern designs using FPGAs, this 
is even more so due to their flexible 
nature and configuration ability. Add 
in the difficulty of signal and power 
integrity, dielectric materials, other 
component requirements, and even 
the overall solvability of a design, 
and creating a functional PCB layout 
becomes quite a challenge. 

Figure 1 – Kria 
K26 and BGA-676 
(3D Models, PCB, 
Design Land Pattern 
Overlap)

There have been multiple attempts to reduce these 
intricacies. Reference designs, Custom Off-the-
Shelf (COTS) products, and development boards 
have become increasingly full-featured. This 
enables their use as a complete replacement or 
design reference to ease the development of our 
own solutions. System-on-Modules (SoMs) offer a 
flexible and efficient design approach, albeit one 
that brings some of its own problems like cost and 
feature control. Conversely, FPGA Ball Grid Array 
(BGA) packages provide high density connections 
with a small footprint. The approach you use will 
change how you plan and implement a design so 
let’s compare and contrast them by focusing on the 
AMD Xilinx Kria K26 SoM and the AMD Xilinx BGA-
676 packaged FPGA.
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Having outlined the features of each 
implementation, we can begin by considering 
the power interface locations. With an FPGA 
BGA design, it is important to ensure that the 
power delivery network (PDN) is robust. With a 
large number of the core power pins located 
in the center, ensuring appropriate decoupling 
capacitance and capacitor location becomes 
critical. Capacitors, typically being of a slightly 
larger value size to assist with the PCB inductance 
due to the through vias within the design, are 
placed on the opposite side of the board from the 
BGA package.

A good decoupling implementation requires that 
there either be a very short trace connecting 
the pads of the decoupling capacitor back into 
the BGA and/or Power Plane, or that the vias be 
placed directly in the capacitor pad. This via-in-
pad style approach does save additional space 
and improve performance, however it comes with 
additional manufacturing requirements and costs. 
All of this is done to improve the inductive loop 
area where the power is being used/distributed, 
while also ensuring that there is enough 
capacitance for the device. With higher speed 
designs, the need to create internal PCB planar 
capacitors will assist with the PDN requirements.

Meanwhile, FPGA I/O banks require their own 
power on the outer perimeter sections of the BGA 
package. Highlighting these FPGA I/O banks, 
they appear almost as a slices or sections in the 
overall package design. They can have capacitors 
on the same side as the BGA, as long as there is 
enough clearance space to allow for inspection 
and cleaning of the assembled PCB. Alternatively, 
opposite board side capacitor placement is also 
valid depending upon the BGA size. Within Figure 
2 you can see the highlighted power pins in 
yellow, with ground highlighted in green.

Figure 2 – Kria K26 and BGA-676 (PWR/GND Highlighted Pads)

Planning the power 
delivery network

It is important to note that the decoupling capacitors 
used with the BGA package are required to be 
both bulk capacitors as well as smaller ceramic 
capacitors, to enable rapid responses of large and/
or momentary power demand fluctuations.

In comparison, the Kria Module connectors do not 
require these high frequency response capacitors 
because there are only four rows of pins and local 
power supply, device, and FPGA decoupling is 
provided on the Kria Module. This results in only 
larger bulk capacitors being required near the 
connector. This lends to flexibility in capacitor 
placement, enabling opposite side of the board 
placement, or same side placement with reasonable 
proximity. This also enables single-sided design, 
reducing board assembly costs and complexity. The 
Kria Module therefore reduces the overall number 
of capacitors required for placement, resulting in 
a much simpler, low effort, low time design. For 
comparison purposes, the image showcases the 
ground pads also highlighted in green.
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Figure 3 – Kria K26 and BGA-676 (Breakout and Routing Channels)

One of the primary ways to accomplish this is to 
create a quadrant layout. Here, the part is divided 
in half, both vertically and horizontally, with each 
of the four resulting quadrants being routed out to 
their respective outside corner. This is accomplished 
by placing a small trace section from each pad that 
enables a via to exist within the grid of the original 
connection and the other three pads surrounding 
the via.

This leads to a visual style similar to a dog bone, 
while again enabling standard PCB fabrication 
methodology due to the use of standard 
mechanically drilled through-vias and adequate 
copper spacing. While alternative breakout 
methods utilizing HDI techniques do exist, with 
this BGA-676 having a 1.00 mm pitch, we don’t run 
into some of the common pitfalls that exist with 
smaller grid packages. We will not have neck-
downs or impedance discontinuities due to copper 
spacing complexities of 0.8mm or smaller pad pitch 
packages.

From our previous capacitor decoupling, Figure 
2, we saw that the grounds (in green) are evenly 
distributed over the FPGA. This distribution along 
with a solid ground plane on layer 2 of our design 
ensures an excellent return path for the FPGA 
interfaces. Performing the connection breakout in 
one of the quadrants creates a via grid that will be 
utilized in the future. This via grid creates a guide 
for our routing by creating channels within the PCB, 
while also allowing better power distribution to 
the FPGA core thanks to the broad copper section 
between quadrants (shown in blue).

Planning the breakout strategy

Now with an understanding of the power pin 
distribution, we can examine possible breakout 
strategies. We’ll start with the Kria Module connector 
because it’s easier than a BGA connection scheme. 
This is due to the ease of access provided by the 
spread of interface pads into a rectangular shape 
as well as the connections being spread over two 
connectors (only one is shown to allow for higher 
detail images). However, the connector does have 
a puzzle element due to the pad matrix having a 
0.635mm by 0.96mm grid spacing. This tight pad 
spacing causes some difficulty in how we break out 
the routing from the connector.

For our example, we will break out all four rows 
of pads in the same direction, simulating an outer 
board edge requirement that determines the routing 
direction. Showcased in Figure 3, the breakout 
routing on the left of the connector transitions to 
vias, while the routing on the right does not. This 
forces connections on the left outer rows of the 
high-density connector to be routed back to the 
right under the connector on other routing layers. 
Due to the spacing of the pads, the pad matrix 
does require an intelligent breakout strategy to get 
between that 0.635mm spacing. While the use of 
High-Density Interconnect (HDI) or other complex 
board fabrication techniques can be used and will be 
examined later, a breakout can be completed using 
standard manufacturing methods with mechanically 
drilled through-vias and appropriate copper spacing.

The showcased image shows how slightly offsetting 
the trace/via breakout with a small angle out of the 
pads, as well as tightening the via distance to the pad 
itself, enables standard board fabrication methods. 
The strategic placement of vias enables the creation 
of routing channels (shown in blue), enabling those 
outer connector pads that need to be routed back 
into the center of the carrier board to traverse the 
created via field. This slight angular placement within 
the connector breakout takes special care to ensure 
via-to-via spacing and via-to-pad spacing to enable 
general fabrication requirements. 

In comparison, trying to break out traces and vias 
for the BGA has a different strategy. With the density 
of connections, but also the increased depth due 
to the 26 x 26 pad grid, routing channels not only 
need to be created, but managed with this increased 
concentration. 
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Planning HDI fabrication 
techniques

So what about the alternative of using HDI 
fabrication techniques for the breakout of both 
the Module connector and the chip-down FPGA 
package? One of the first HDI options available is 
via-in-pad which reduces the overall breakout size 
of both designs by removing the need for any trace 
sections off the pad. The true advantage with via-
in-pad is the ability to place the vias directly into 
the decoupling capacitors pads either on the other 
side of the board or into the perimeter capacitors 
surrounding the BGA or Module connector. 

While a minor reduction in the overall breakout and 
routing space of both components does occur, the 
use of via-in-pad is actually detrimental. Within the 
BGA, the reduction removes the wide copper ‘+’ 
shape that existed from the quadrant layout, which 
supported power delivery to the center core of the 
FPGA. Within the Module, the impact is even worse. 
Due to the close nature of the 0.635mm pad-to-
pad grid, the vias being placed within the pads 
blocks any possible routing channels due to copper 
clearance requirements. This prevents a breakout of 
the signals that need to be routed from the left most 
row under the connector to the right, bypassing the 
other three rows.

FPGA BGAs vs SoMs

With via-in-pad being a bust then, what about using 
blind and/or buried vias? For our blind vias we will 
consider them to be microvias, meaning multiple 
single layer drills, rather than a single multi-layer 
drilled blind via. Using this HDI via stack-up design, 
the breakout can be performed by accessing layers 
one at a time. Care must be taken to not route 
on a ground or power distribution layer. However, 
this opens up options by allowing, in the Module 
connector case, the breakout to occur without 
impacting layers further inside the PCB stack-up. 
With no vias present in these lower internal layers, 
routing channels do not need to be created as 
traces will not encounter any via obstructions. This 
allows us to freely route on layers further away from 
the connector. 

In the case of the BGA package, this same freedom 
is also allowed. The creation of a different style 
of breakout can be applied to the BGA package. 
An example of this microvia structure break can 
be seen in Figure 4. With its reduced via pad size, 
multiple vias can be placed inside the four pad grid 
setup that previously only accommodated a singular 
through-hole via. This modified breakout shown 
in the images then increases the number of wide 
routing channels, instead of the previous two that 
existed thanks to the central ‘+’ quadrant spaces. Of 
course, with access to this and other HDI fabrication 
capabilities, other routing breakout options and 
routing solutions exist, so experimentation and 
adaptation to meet your design requirements will be 
required. 

Figure 4 – Kria K26 
and BGA-676 (HDI 
Breakout)
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Depending upon the utilization of the Module or 
the chip-down FPGA, we come to the discussion 
on how to route to the other areas of the design. 
This becomes highly dependent upon what 
interfaces we are working with, what speeds 
we are running at, and how many of the overall 
connections into and out of the Module/BGA 
package we need to implement. These will impact 
the layer stack-up, causing a knock-on impact on 
the trace impedance control in our design. Then 
when routing either single-ended or differential 
pairs, we need to work with our fabricator to 
understand the required trace width, trace gap, 
and any other clearance to meet the desired 
impedances. In both cases, we have seen that the 
breakout or routing channel creation inside the 
design will have an impact on the routing to be 
able to connect to the rest of the design. 

Summary

Comparing both the Module and the BGA package, we can see that they have 
their own unique advantages and disadvantages. When wanting to implement a 
design in a shorter time frame, utilizing the Module does allow for a more rapid 
creation of our project. However, this adds in additional cost for the Module and its 
associated components that can limit the design implementations and utilizations. 
In comparison, a chip-down BGA, while more complex and taking additional design 
time, allows for greater flexibility and control of the final product.

In conclusion, it’s important to ensure that both careful planning and execution 
goes into working with either the Kria Module or a chip-down FPGA. As shown, 
there are difficulties that can be overcome based upon strategic execution when 
working with these high-pin-count components.

Utilizing any angle routing within our design 
creates cleaner route paths in the breakout areas. 
This assists with maximizing copper spacing and 
improving utilization within both the Module and 
BGA design types. An area of concern will be the 
additional trace length present on the module as 
well as any losses incurred from the connector 
transition from the module to our design. The 
connector may also have significant impacts on 
any Analog or RF designs, as it is intended for 
digital signaling. Whatever our requirements, 
whether utilizing standard fabrication methods or 
HDI, this will impact our routing breakout options. 
In terms of routing solutions, in a worst-case 
situation both Module and BGA designs can be 
routed in four signal layers. Additional ground 
and power layer are required, again depending 
upon the design and FPGA requirements.

Planning additional routing requirements



E N G I N E E R I N G  A N D  T R A I N I N G ,  L T D .

“Houston, we 
have a problem.”
Or maybe you’re on the verge of a breakthrough. 
Let’s give your project the engineering edge it 
needs to succeed...

Learn the FPGA 
development skills
– from architecting FPGAs to 
debugging – to become an effective 
FPGA designer

Discover mission-critical 
design
and explore what the environmental 
challenges mean to the logic designer

Continue your journey at 
adiuvoengineering.com

Bring the SpaceWire Codec 
onboard
developed for use across a range of 
FPGAs targeting space

Launch with a 
Galaxia® Space Tile
developed for missions or advanced 
prototyping / testing solutions



U S  E A S T

The conference for FPGA engineers…

April 28th-29th, 2026
DCU Convention Center, 50 Foster Street, 

Worcester, MA 01608

Learn more at
fpgahorizons.com/us-east

Registration opens December 2025


